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Abstract
Our interactions with data, visual analytics included, are increasingly shaped by automated or algorithmic systems. An
open question is how to give analysts the tools to interpret
these “automatic insights” while also inculcating critical engagement with algorithmic analysis. We present a system,
Sortilège, that uses the metaphor of a Tarot card reading to
provide an overview of automatically detected patterns in
data in a way that is meant to encourage critique, reflection,
and healthy skepticism.
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Introduction
An unsolved challenge in visual analytics is how to strike
the proper balance between automated and manual exploration of data [22]. Automated methods based on statistical modelling and machine learning can assist the analyst
in sorting through large amounts of complex data, focus
attention on what is important, and provide guidance for
users without experience or expertise in analytics. These

Figure 1: Cartomancy is the use
of playing cards (such as Tarot
cards) for divination. Tarot has a
long history, and an a
correspondingly sprawling
collection of variations in detail,
form, and interpretation. The
Rider-Waite deck [49] is a common
set of Tarot cards on which we
base the form and interpretation of
the cards in this work.

methods, if taken to the extreme, promise the possibility of
automatically generating “insights” from datasets [17, 43,
50]: entirely automating the potentially tedious process of
exploratory data analysis. This promise comes with several dangers. Automated analysis methods can be opaque
and inscrutable: what the system is doing may be unclear
or unverifiable. Automated methods can be brittle and biased: these systems, by construction, lack context, history,
or plain common sense about what things in the dataset
are important. In the worst case, they can function as “phacking machines” [37] that highlight chance occurrences in
the dataset that are unlikely to generalize or replicate [53].
Automated methods can promote a lack of skepticism or
critical thought: they often fail to communicate uncertainty
about their findings [24] while at the same time appearing to
present unimpeachable facts. Lastly, automated analytical
methods can discourage exploration or discovery by presenting a static list of insights, usually in some rank order,
and so potentially avoiding analysis beyond the obvious,
high-level trends in the data.
As a critical design exercise [2], we present Sortilège, an
“automated insights” system that uses metaphors and
processes taken from Tarot to surface potentially relevant
patterns in a dataset. A demo of Sortilège is deployed at
https://vis-tarot.netlify.com/. The code for the application is
available at https://osf.io/pwbmj/ under an MIT license.
Like in traditional Tarot (Figure 1), in Sortilège, the user
mentally formulates a question and then consults a spread
of cards. Each space for a card has a particular divinatory
meaning (for instance, in a three card spread, the three
cards may have meanings about the context, hidden influences, and provide advice about a situation, respectively).
The user then deals cards into the spread. Each card has
an associated set of meanings or connotations that the user

interprets in light of their question and the card’s location
(for instance, “The Tower” is traditionally associated with
an unpredictable and potentially disastrous change). Sortilège’s cards are a combination of hints, guidance, and
questions about data analytics (forming our Major Arcana)
and visualizations of potentially relevant patterns in a particular dataset (forming our Minor Arcana). We intend for
Sortilège to act as an example of a mixed-initiative system
of automated analysis that encourages reflection, discovery, and chance: guidance for a later exploratory or confirmatory data analysis session, rather than an exhaustive,
immutable, and authoritative report of “insights.”
Sortilège foregrounds many of our concerns with automated analytics: it is largely inscrutable, fragile, and operates in many ways like the “black box” systems we criticize.
And yet, we argue that Sortilège is in some ways “safer”
than existing designs. It encourages critical thought and
skepticism, makes no pretense towards certainty, requires
users perform the effort of interpretation, and supports and
encourages “serendipity strategies” [28] (such as varying
routines and searches for patterns) that could result in better analytical outcomes than a static list of “insights.”

Background
Commercial data analytics software has begun to employ
statistical modeling or machine learning to automatically
generate “insights” about particular datasets. For instance,
PowerBI’s “Quick Insights” panel creates charts of potentially relevant features in a dataset such as correlated fields
or outliers [36]. Similarly, Tableau’s “Explain Data” feature
creates secondary explanatory charts that attempt to account for a particular unexpected value in a chart [42].
From within academia, there has been a growing set of examples of systems that attempt to perform some combina-

tion of augmenting exploration of datasets with automatically generated charts [43], recommending potentially interesting charts in order to jumpstart an exploratory data analysis session [52], or even entirely automating the process
of visualizing noteworthy facts or patterns in a dataset [50]
(amongst many other potential tasks; see Ceneda et al. [9]
and Collins et al. [10] for an overview).
The appeal of these automated or mixed-initiative approaches
is obvious: they can dramatically reduce the expenditure of
time or the required statistical expertise necessary to discover an important insight in the data. Even if the resulting
automatically generated charts are not immediately insightful, they can provide useful starting points or shortcuts for
deeper analysis. They can also function as safeguards
or sanity checks [12], alerting analysts to facts about their
dataset that they might have missed. And yet, these methods have many potential shortcomings and dangers.
Critiques of Automated Analytics
Heer [22] identifies designing for a useful mixture of automation and agency as an emerging challenge in HCI,
visual analytics (VA) included. Automated methods and recommendation systems often fall short in this respect. We
highlight here four ways in which automated analytics methods and other “insight generation” tools can be problematic.
Opaque
The methods by which charts are automatically generated
are often statistical “black boxes” that defy easy interpretation. For instance, both Data2Vis [15] and VizML [23]
use neural nets to supply recommendations. Making neural networks interpretable (or even what it means for such
models to be interpretable) is an open problem in machine
learning [27]. In the absence of information, the user may
blindly trust that system is offering good suggestions [29].
Our increasing reliance on these uninterpretable (and so

un-auditable and unappealable) systems contributes to systematic injustice and societal inequality [32, 33].
Inflexible
Automated analytics systems are often meant to be domainagnostic, which means that they cannot adapt to the peculiarities of particular domains. Since the very definition of
an “insight” is complex and multifaceted [31], most systems
only capture a small subset of such insights, using a hodgepodge of unrelated algorithms that may or may not match
human intuitions. For instance, many methods for automatically detecting outliers rely on distance from a central
tendency, and so may miss “interior” outliers that humans
readily notice [51].
This inflexibility extends to visualization types as well. Automated analytics systems can only present the types of
charts they have been designed to generate. For instance,
Draco [30] is unable to suggest a pie chart (even in contexts
where one might be appropriate) because it operates over
Vega-Lite [39] which can not currently describe a pie chart.
Many analytics systems present only a core set of simplistic charts, despite the expansive language of charts and
graphs for highlighting important aspects of data.
Brittle
Automated analytics systems make exhaustive searches of
the data, surfacing charts that have been chosen in such a
way as to maximize a particular interest (such as surprise
[46]). Without proper controls for false positives or other
aspects related to the multiple comparisons problem, these
systems can act as “p-hacking machines” [37], surfacing
“insights” of dubious quality [4]. Many, if not most, insights
surfaced from the unprincipled visual exploration of the data
may fail to generalize [53]. By taking all or most analytical
paths simultaneously, the validation of any particular insight
is difficult [18, 37]. Even if analyzed responsibly, many VA

systems fail to communicate uncertainty information [24],
giving analysts little in the way of guidance for determining
the strength or certainty surrounding what they have found.
Domineering
Charts are inherently rhetorical devices and carry a heavy
rhetorical weight [25]. This often inspires users to trust
charts as true pictures of objective data [11, 19, 35]. When
such charts are presented in the context of recommendations from “smart” statistical procedures, this can strengthen
the rhetorical impression of authority and veracity. This unearned impression of objectivity and expertise—this privileged “view from nowhere” [3]—can exacerbate these
weaknesses, as analysts may fail to properly vet charts
presented to them from a trusted recommender.
Similarly, automated analytics and recommendation systems may fail to adapt to the analytical needs of the user,
and enforce a particular path through the data. Exploratory
data analysis entails the ability to flexibly, iteratively, and
occasionally serendipitously [45] explore the data. By presenting the same “starting places” and the same suggested
analyses each time, automated systems stifle this freedom.
Folk and Occult Algorithms
Models and algorithms can be difficult to understand. They
are often inherently complex, require specialized or esoteric
knowledge to build, or are intentionally obfuscated through
appeals to trade secrets or minimizing the complexity of
the end-user experience. In the absence of a detailed understanding of an algorithm, “folk theories” of algorithmic
performance arise [14]. These folk understandings extend
also to peoples’ understanding of data visualizations [35], in
which skepticism concerning the source or veracity of data
can be swept aside by the sheer rhetorical force of a chart
as an objective representation of truth [25].

With similar motivations to our work, Browne & Swift [8]
construct a neural net whose outputs are interpreted via a
ritual séance, playing with the dual meanings of occult (as
in hidden from explanation or examination, or as in mystical or supernatural). Similarly, Lee et al. [26] use sibylline
obfuscation and occult symbology to present the results of
discourse analysis algorithms. While we do not deny that
Sortilège shares these projects’ goal of drawing critical attention to the fact that many of the algorithms in which we
have invested a great deal of political, social, and economic
power are inexplicable to large audiences, we adopt occult
practices here for more positive reasons as well. Sultana et
al. [44] remark that integrating occult practices into HCI can
function as a way of widening the scope of our audience,
and promoting re-examination of the epistemologies and
power structures that underlie our design work.
Our work bares a close resemblance to prior work on furthering creative projects. Eno’s Oblique Strategies [20]
makes use of the randomness latent in a deck of ambiguousbut-provocative prompts as a mechanism for re-framing creative projects. Börütecene & Buruk [5] make use of a Ouija
board as a way to enrich the design process. Sengers et al.
[41] push designers to promote skepticism and reflection in
their users through the form of their designs.
Our choice to rely on the trappings of Tarot (with its elements of randomness, personal interpretations, and intentional ambiguity) locates our work within an emerging
trend that pushes back against traditional views of what a
visualization system should support. For instance, Bradley
et al. [6] call for a “slow analytics” movement that may not
present answers as quickly as possible, but has the benefit of increased human engagement and ownership over
the analysis process. Thudt et al. [45] and Alexander et
al. [1] tout the benefits “serendipitous” visualization tools
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that encourage potentially aimless or unguided exploration
of datasets. Tarot, with its heavy reliance on human-driven
interpretation of stochastic systems, is in accord with both
of these emerging design directions for visual analytics.
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location in the spread, as well as in the context of the other
cards that have been uncovered so far. Figure 3 shows an
example of the system after completing a reading. In the
following sections we describe how the cards in our deck
are generated.
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Sortilège is a web-based skeuomorphic prototype that is
intended to mimic the act of using Tarot cards for divination,
but tuned to the process of investigating important properties of a particular dataset as part of an initial step prior to
more in-depth visual analytics.
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Figure 2: The available card
spreads in Sortilège (shown here)
are drawn from traditional Tarot
practices. Future development of
our system might include additional
spreads specifically tuned to the
task of visual analytics, such as an
analytical visionary tableau.

The user (hereafter the querent) uploads or selects a preloaded dataset and selects a Tarot spread. In Tarot, spreads
are spatial arrangements of cards where each location has
a particular divinatory meaning. Some of these spreads are
simple (for instance, a common three card spread arranges
the cards in a row with a spaces for cards relating to the
“Past,” “Present,” and “Future” respectively). Others, like the
Celtic Cross, are complex arrangements of many cards. In
some cases the customary meanings of the locations do
not neatly correspond to the intended task of querying a
dataset, as opposed to introspection or divination concerning a person or situation. In those cases we have changed
the labels and context of those locations in a way we believe preserves the general spirit of the spread. We depict
the spreads available in Sortilège in Figure 2.
Once the querent has chosen a spread, Sortilège generates (and shuffles) a “deck” of insights relevant to the data.
A Tarot deck is composed of two types of cards: Major Arcana, which are often strong and potent omens, and Minor
Arcana, divided into four suits, which often represent less
important or salient forces. The querent clicks on the deck
of cards to deal one card at a time into the spread, such
that they reflect on that card’s meaning both in its particular

Figure 3: A querent seeks knowledge of the World Indicators
dataset [21]. They’ve drawn into the Celtic cross layout. A mixture
of advice (in the form of Major Arcana) and potentially interesting
patterns (in the form of Minor Arcana) suggest further routes of
exploration with this dataset.

Major Arcana
In traditional Tarot, the twenty-two cards of the Major Arcana represent iconic forces with a multiplicity of meanings.
For instance, “The Star” (the 17th card of the Major Arcana)
may indicate contentment, hope, inspiration, or opportunity.
Our Major Arcana promote skepticism and reflection, both
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Figure 4: The cards constituting the Major Arcana in Sortilège . Each card provides a thematic interpretation of the traditional meaning of card
consisting of a new name, an illustrative design, and a question designed to foster introspection and skepticism about the analysis process.

on any particular insight received from the data, but also
in general on how the dataset is organized, collected, and
used. Drawing on both common pitfalls in visual analytics
(such as those laid out by Bresciani & Eppler [7]), as well

as ethical “checklists” for data science (such as those proposed by Patil et al. [34]), we created a set of potential concerns or forces that may be at play when analyzing data.
As with similar efforts, such as the Control-Alt-Hack card

game [13], it is our hope that these questions and positions
are broad enough to be useful in many scenarios, but to
also encourage creative thought about how they might apply to the specific situation in mind.
Suit of the card
Suit name & insight strength

Title of the chart
Chart containing the
divined insight

Figure 5: An annotated card drawn
from the Minor Arcana, here
depicting the volume of outliers in
the World Indicators dataset [21].
In this case, the suit of the card,
Pentacles, indicates that this is a
field with at least one extreme
value. But the relatively small rank
of the card indicates that other
fields in the dataset may have even
more extreme outliers.

Figure 4 shows all of our Major Arcana. These cards ask
direct questions to the querent following four themes of visual analyses: the people involved in the analysis, the data
as an artifact, issues arising from models of the data, and
issues arising from the analysis process itself. To wit, "The
Sun" (the 20th card of the Major Arcana) asks the querent
who is counted, while "The Emperor" (the 5th card) prompts
them to consider who is doing the counting [11, 16].
Minor Arcana
In traditional Tarot, the Minor Arcana are divided into four
suits. For instance, in the Rider-Waite deck [49] and many
others decks, these suits are Wands, Cups, Pentacles, and
Swords. Within each suit the cards have numbers, from the
Ace to the Page, Queen, and King of that suit in increasing
order of “strength.” As with the Major Arcana, each card
has different customary meanings, with the difference that
each suit is often thought of as having thematic divinatory
properties in common. For instance, traditional Sword cards
are often associated with problems, conflicts, and power.
In Sortilège, each suit is associated with a general class of
statistical patterns or properties, each of which are automatically generated. Modeled on other recommendation
systems like Voyager [52], SeeDB [47], and Draco [30],
these recommendations are presented on the face of the
cards as Vega [40] or Vega-Lite [39] charts. Figure 5 shows
an annotated example of a Minor Arcana card.
The types of “insights” we generate will vary according to
the four suits of the Minor Arcana: Wands, Cups, Pentacles, and Swords. Sortilège generates univariate (Swords,

Pentacles) and bivariate (Wands, Cups) charts from fields
in the dataset, in increasing order of insight “strength.” For
instance, the suit of Swords presents insights pertaining to
data quality within a field; the King of Swords indicates the
field with the largest number of null or invalid values, and
the Queen the field with the second largest, until either the
number of fields is exhausted or we have reached the ace
of that particular suit, whichever happens first. This results
in a maximum of 52 potential insights about the data, although this number can be lower depending on the size and
complexity of the dataset.
We now detail how Sortilège generates each of the Minor
Arcana, although we note that the algorithms we use to propose “insights” are intentionally simplistic, and have many
of the drawbacks we enumerate earlier in the paper. Our
goal with this critical design exercise was to explore if automated insights could be presented to the user in safer and
more serendipitous ways, rather than implement a deep
and statistically complex recommendation engine. Figure 6
shows the Minor Arcana created for a particular dataset.
The Suit of Wands
contains patterns related to categorical variance. That is, large swings in values across
a field (say, very high sales in one region of the country,
and low sales in another) would be very strong insights for
this suit. Sortilège searches every combination of quantitative variable, categorical variable, and two aggregation
functions (sum or mean) and calculates the variance normalized across all categories. Higher variance yields a
higher strength score. We show these insights on each of
the cards as a categorical bar chart of the relevant fields.
contains patterns related to correlaThe Suit of Cups
tions and relationships between fields. Sortilège computes
the Pearson’s correlation coefficient between every combination of numeric fields. The higher this coefficient, the
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Figure 6: The cards of the Minor Arcana for a basketball statistics dataset. Sortilège only generate cards appropriate to the phenomenon that
each suit describes. For instance, as there were only four fields with missing data, we generate only four cards in the suit of Swords; the rest of
the suit is indicated here as face down cards.

higher the strength score (although we exclude fields with
perfect correlation, which are often, but not always, trivial
re-codings or dependencies in the data). Each card in this
suit depicts a scatterplot of the two relevant fields.
The Suit of Pentacles
contains patterns related to extreme or unexpected values within numeric fields. Sortilège computes the z-score of each value in each numeric
field. The higher the maximum absolute value of z score in
a particular field, the higher the strength score. Each member of this suit shows a boxplot of the relevant field.

contains patterns related to data
The Suit of Swords
quality concerns. Sortilège computes the proportions of
rows in each field that are null, empty, or undefined. The
higher the proportion of missing values, the higher the
strength score. Members of this suit render these issues
through a histogram of the relevant field.

Case Study
As a proof of concept, one of the authors consulted a simple three card spread in the context of the World Bank’s
“World Indicators” [21] dataset (Figure 7). This dataset is

used as the backing data for many data advocacy groups,
such as Rosling’s GapMinder [38], and reports yearly countrylevel critical statistics stretching back a number of years.
The first card the querent draws is meant to connect to
“Context”: what sort of background information is important
before performing analysis? The resulting card is the 8 of
Swords (associated in traditional Tarot with powerlessness
or immobility), showing the querent that a large percentage of data concerning CO2 emissions is null, undefined,
or otherwise missing from the dataset. This suggests that
questions about emissions may be unanswerable or unaddressed (or at the very least the querent should be cautious about claims using this field). That this is only the 8 of
Swords is troubling as well: it indicates that there are many
other fields with even higher proportions of missing data.
The second card drawn by the querent is placed into the
slot for “Hidden Influences,” which deals with undercurrents
in the present analysis. The resulting card is the Queen of
Pentacles (associated in traditional Tarot with luxury and
wealth), showing the querent that, while many countries
have very few incoming tourists, there are some countries
with extremely high numbers, reducing the central mass of
“un-visited” countries to near invisibility in the box plot.
The last card, in the slot for “Advice,” concerns recommendations for moving forward with the analysis or applying the
lessons learned in the divination session. It is the Major Arcana of The Devil (in traditional Tarot, a sign of unbridled
id or harmful attachment). Here its meaning is linked to the
notions of biases (cognitive or otherwise) that may be at
play when measuring or modeling data.
The querent had several questions and potential next steps
as a result of this reading. For instance, how prevalent are
the data quality issues observed in the divination in the

Figure 7: An example draw received by one of the paper authors,
acting as querent, when consulting the World Indicators dataset.

rest of the dataset? Given the existence of a contingent
of outlier countries for metrics like tourism, is it possible
that there are other groups of high or low-metric countries
that are skewing aggregate values across the rest of the
dataset? Worse yet, if countries receive staggeringly different amount of attention, is it possible that different countries are more or less measured (both in this dataset, and
in general)? If so, might this bias cause an analyst to underor over-estimate the scale of global problems? Questions
and reflections like these are of course idiosyncratic to the
querent, but we believe that the ambiguous and polysemic
nature of card readings can promote deep reflection.
This narrative represents just one particular draw from the
deck connected to this dataset. A different querent will
doubtless receive an entirely different set of cards, with
entirely different meanings, that promote entirely different
questions. The power of this stochastic and limited view is
that it raises questions about what the querent didn’t see,
or might have seen in the data. For instance, if the Queen
of Pentacles has this many outliers, what might the King
of Pentacles look like? We contrast this uncertainty and
caution with traditional automated insights systems, where

the querent might be left with the impression that only the
insights that made it to the panel or the recommendation
screen are “important,” and the rest of the dataset largely
matches their expectations.

Discussion
As with all critical design projects, we charge the reader to
reflect on Sortilège as a provocation. For instance, what is
safe or unsafe about automated analysis, and how can it be
made safer? What responsibilities as designers do we have
to transparently communicate to audiences with diverse
areas of expertise? How can we design analytic systems to
build up and build upon this expertise? How responsible are
we as designers when people use the analytical systems
we design come to erroneous conclusions?
The mystical black box we present with Sortilège is not
fundamentally that much different from the technological
black box presented by conventional VA systems. Both
systems have an element of blind trust. However, we believe that conventional analytics systems go out of their way
to build authority and perceived accuracy through tactics
like suppressing uncertainty information [24] or using “AI
washing” [48] to convey unearned expertise or complexity.
They are occult systems in the original meaning of the term:
hidden knowledge. One cannot shy away from this occult
nature in Sortilège. Similarly, by forcing a burden of interpretation and confabulation onto the querent, Sortilège cuts
off the easy excuse that generated insights are objective,
neutral, or self-generating facts about the data. The human
deals the cards, creates their interpretations, and links them
together. They are an active, rather than passive, participant in the analysis process, random and arbitrary though it
might be at its heart.

Sortilège’s manifestation as a web app allows it the optimal flexibility to analyze datasets and mimics the digitalephemerality of insights divined from conventional VA systems. Unlike those systems however, if a dataset were of
particular significance or importance then a material copy
of the corresponding deck could be physicalized and associated rituals of analysis engaged. Instead of monitoring a
dashboard to assess key metrics, one could imagine performing a daily reading of a newly printed card deck.

Conclusion
We have described Sortilège, an automated visual insight
system wrought in the medium of a Tarot deck. Our system allows users to explore their data through a traditional
or familiar set of charts, alongside a collection of reflective prompts, that have been recontextualized and defamiliarized through an occult lens. Our goal in employing
the occult is that users of this system are prompted by the
form and design of our application to engage in the visual
analysis process with a greater skepticism and unshackled
curiosity. It is our hope that this critical reflection will carry
over into analysts’ everyday analysis practices. Further, we
hope that they will refrain from blindly trusting visualization
recommendation and automated analysis systems, that
they will think more carefully about the who-how-and-why of
their data, and, at the very least, question their assumptions
when working with data.
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